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Solvers: Massé / Bellman for MDPs

? Markov Decision Process (MDP):
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Solvers (extension)

? Solution for Markov Decision Process (MDP):
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Solvers (extension)               (we need more info)
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Solvers (extension)                        (Astrom 65)
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Solvers (extension)                        
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Games
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or maximizing, depending on n and x !

==> theoretically, no problem, we can solve it, we just have

       to replace min by max for some x.

==> but:

- very expensive algorithm

- what about infinite domains ?

- POMDP horrible
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Summary

Plenty of forms of dynamic problems: 

fully observable or not, 

finite / discrete domains or not,

finitely many time steps or not,

stochastic or not,

adversarial or not ...

==> solvable if infinite computational power if discrete

==> but very expensive if big graph 

==> we can't see all x if problem continuous or big
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So, size does matter

Central problem: we can't enumerate all x if problem 

continuous or big.

Algorithm:

V
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Learning:

==> V
n
(x) computed only at finitely many x

==> Extrapolation: this is learning.



Olivier Teytaud Clermont-Ferrand, le retour 14

Learning                  (Vapnik, Cervonenkis, 68,71)

Input:     x
1
,x

2
,...,x

n
  and   y

1
,y

2
,...,y

n    
where y

i = 
f(x

n
)

Output:   f'    such that f' is “not too far” from f 

Mathematical analysis:

Vapnik-Cervonenkis statistical learning theory

Valiant model (including complexity)

Empirical processes (cf book Van der Vaart, Wellner)

==> proofs of the form: “if examples are i.i.d (good 

sampling), if labels are correct (y
i  
fine), then error low“



Olivier Teytaud Clermont-Ferrand, le retour 15

 L(P) = E |P(y)-y)| and its approximation     
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Conclusion of this introduction

Usual questions in dynamic optimization:

- how to include learning in Bellman's  

    optimality principle ?

- clever choice for exploration (which 

x's are sampled)
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Conclusion of this introduction

Usual questions in dynamic optimization:

- how to include learning in Bellman's      

optimality principle ?

- clever choice for exploration (which 

x's are sampled)

Now, I will present MCTS, in which:

- no clever choice for exploration

- no learning

and it works quite well.
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Outline

? Background

? Monte-Carlo Tree Search

? Extensions

? Future ?

? Was it worth doing all that stuff ?
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Monte-Carlo Tree Search, references

  

Plenty of french people in that field 

? Péret, Garcia (very early, out of computer-Go)

? Bouzy, Cazenave (random explo, Go)

? Chaslot, Coulom (appli. to Go)

? Wang, Gelly, Munos, Teytaud (Go)

? Kocsis, Szepesvari (Hungary / Alberta)

? Silver (Go, univ. Alberta)

? Hoock, Rimmel, Kalemkarian (Bull)

? Collab. with Amsterdam

? ...
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Monte-Carlo Tree Search

  

First idea: a random player.

Input: situation s

Output: a result (white wins or black wins)

Principle: a random player plays both as 

black and white until the game is over.
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Monte-Carlo Tree Search

  

First idea: a random player.

Input: situation s

Output: a result (white wins or black wins)

Principle: a random player plays both as 

black and white until the game is over.
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Monte-Carlo Tree Search

  

Second idea: an adaptive random player.

Principle: a random player plays both as 

black and white until the game is over. 

- all situations are stored in memory

- if a situation is already stored, then:

choose move with 

best empirical success rate
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Monte-Carlo Tree Search

  

Second idea: an adaptive random player.

Principle: a random player plays both as 

black and white until the game is over. 

- all situations are stored in memory

- if a situation is already stored, then:

choose move with 

best empirical success rate

==> not so simple
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Monte-Carlo Tree Search

  

Input: a situation s     Output: a (hopefully good) move m for situation s

Memory = empty; statistics = empty mapping

While (time left > 0)

s'=s

While (s' in memory, not terminal)

s'= reachable situation such that nbWins(s') / nbSims(s') max

endwhile
s''=s'

While (s' not terminal)

s'= random reachable situation from s'

endwhile
result = result(s')     memory = memory + s''

for all states in the simulation

statistics(s) = statistics(s) + statistics(game,result)

endfor
endwhile
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Monte-Carlo Tree Search: expertise

  

While (time left > 0)

s'=s

While (s' in memory, not terminal)

s'= reachable situation such that nbWins(s') / nbSims(s') max

endwhile
s''=s'

While (s' not terminal)

s'= random reachable situation from s'

endwhile
result = result(s')                memory = memory + s''

for all states in the simulation

statistics(s) = statistics(s) + result

endfor
initialize also reachable states

endwhile
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Monte-Carlo Tree Search: expertise

  

While (time left > 0)

s'=s

While (s' in memory, not terminal)

s'= reachable situation such that nbWins(s') / nbSims(s') max

endwhile
s''=s'

While (s' not terminal)

s'= random reachable situation from s'

endwhile
result = result(s')    memory = memory + s''

for all states in the simulation

statistics(s) = statistics(s) + result

endfor
initialize also reachable states

endwhile

Memory

= hashmap
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Outline
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? Monte-Carlo Tree Search
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An extension: Amaf / Rave values

Idea: if most winning simulations have move m, then we should 

explore m more strongly.

p

m
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An extension: Amaf / Rave values

Idea: if most winning simulations have move m, then we should 

explore m more strongly.

p

m

m ?
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An extension: the parallelization

Problem 1: shared memory parallelization.

Idea: one single memory, all cores simulate (almost) independently 

and update the same memory.

Results: fine, good speed-up (well, depends on plenty of things...)
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An extension: the parallelization

Problem 2: message passing parallelization (no shared memory)

Idea: the sequential algorithm is :

while (timeLeft) 

{
memory(T+1) = simulateAndUpdate(memory(T))

}
The parallel algorithm is now:

while (timeLeft)

{
memory(T+1) = SimulateAndUpdate(memory(T))

average(memory(T+1)) on all nodes

}          
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An extension: the parallelization
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An extension: UCT

Simulated move = argmax score

score(m) = nbWins(m)/nbSims(m) 
+ c.sqrt( log(nbSims(father(m))) / nbSims(m))

==> beautiful compromise exploration / exploitation
==> does not work in computer-Go      (c<<1 optimal)
==> highly cited however as the explanation of MCTS successes
==> efficient for stochastic one-player games (imho)
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An extension: progressive unpruning / widening

Simulated move = argmax score

score(m) = nbWins(m)/nbSims(m) 
+ c.sqrt( log(nbSims(father(m))) / nbSims(m))

argmax computed only among m1,...,mK
   with K=nbSims(father(m))q

   

q=1/4 in theory (Munos,Audibert,Wang), 
q=1/3.4 in some experiments
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An extension: multi-scale learning

score(m) = 
  c1 . nbWins(m) / nbSims(m)  <=== online learning
+c2 . nbWinsAmaf(m) / nbSimsAmaf(m)      <=== transient learning 
+c3 . offlineLearning(m)  <=== offline learning
+c4 . expertRules(m)  <=== rules from the ages

As a function of nbSims(m):
* c3+c4=1 at the beginning (c3/c4 depends on learning size);
* then c2 increases, c3+c4 goes to 0;
* later, c2 decreases to 0 also, c1 goes to 1.

==> beautiful
==> somewhat similar to human analysis in Go
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An extension: “meta” level

1) Replace the random player by MoGo with huge thinking time.

2) Run the new (very slow) algorithm.

==> database of very good games

==> improves the learning

Also:

- diversification of the opponent (too much symetry) (?)

- human inoculation (add moves to be considered)
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Future ?

? More diversified applications 

? Mixing with other reasonning

? “Learning” beyond the initial steps ?
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Is it worth keeping working on the game of Go ?

Pros:

Fun, and

            more convincing than other 

            (even very good) applis

Cons: - science decreasing (more small tricks)

- diversity loss (all programs are the same)

- where is the theory ?
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What else ? First Person Shooting
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What else ? Real Time Strategy Game
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What else ? Real Time Strategy Game
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What else ? Real Time Strategy Game
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Why not MCTS ?
- continuous time
- very long/expensive simulations
         ==> approximate model
- huge action space (more than in Go!)
         ==> “meta”-actions
- unobservable state space
         ==> “belief state” ==> representation of uncertainty

But, usual RTS games are not so easy... so what ?
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Why not MCTS ?
- continuous time
- very long/expensive simulations
         ==> approximate model
- huge action space (more than in Go!)
         ==> “meta”-actions
- unobservable state space
         ==> “belief state” ==> representation of uncertainty

Usually, programs just... cheat.       (they see everything, 
                                they are faster,they are more robust!)
                                       (not possible for Go or chess, but 
                                              possible for bridge or poker!)
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