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3 Tree Policy
A

Current state —»*

Coulom (06)
Chaslot, Saito & Bouzy (06)

Kocsis Szepesvari (06) Default Policy
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Kocsis & Szepesvari (06)









Formula for
simulation

Asymptotically optimal move.
But all the tree is visited infinitely often!

What is used in implementations which work ?



Formula for
simulation



Formula for
simulation

Not consistent! Sometimes:

- Good move might have 0/1

- Bad move 1/(N-1) after N simulations
==> we only simulate bad move!



Formula for
simulation

Other (better) estimates,
but still Inconsistent



Formula for
simulation

nbWins + 1
argmax ---------------
nbLosses + 2

==> consistency
==> frugality
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AAStandard©© UCT:
score(situation,move) = compromise (in [0,1+])
between
a) empirical quality
P (win | nextMove(situation) = move )
estimated in simulations
b) exploration term
(UCT Iis not fundamental in Go)

Remarks:
1) No offline learning
2) No learning from one situation to another
3) No expert rules




score(situation,move) = compromise between
a) empirical quality
b) exploration term
c) offline value (Chaslot et al, Coulom) =
empirical estimate P ( played | pattern )
for patterns with big support
==> estimated on database

At first, (c) is the most important; later, (a) dominates.



AAStandard©© UCT:
score(situation,move) = compromise between
a) empirical quality
b) exploration term

Remarks:
1) No offline learning
2) No learning from one situation to another
3) No expert rules




score(situation,move) = compromise between
a) empirical quality
P (win | nextMove(situation) = move )
estimated in simulations
b) exploration term
c) offline value
d) AAtransient©®© value: (Gelly et al, 07)
P (win | same player plays 2move® |ater)
==> prings information from node N to ancestor node M
==> does not bring information from node N to
descendants or cousins (many people have tried)



AAStandard©© UCT:
score(situation,move) = compromise between
a) empirical quality
b) exploration term

Remarks:
1) No offline learning
2) No learning from one situation to another
3) No expert rules




# 11

score(situation,move) = compromise between
a) empirical quality
b) exploration term
c) offline value
d) transient value
e) expert rules

==> empirically derived linear combination
Most important terms,
(e)+(c) first,
then (d) becomes stronger,
finally (a) only



2007
2008:
2009:
2009:
2009:

2008:
2008:
2008:
20009:
20009:

win against a
win against a
win against a
win against a
win against a

win against a
win against a
win against a
win against a
win against a

ro (5
oro (5
oro (5
oro (9

oro (9

0ro (8
oro (4
oro (4
oro (9

oro (1

==> still 6 stones at least!

n) 9x9 (blitz)
0) 9x9 white
n) 9x9 black
0) 9x9 white

0) 9x9 black

0) 19x19, F
0) 19x19, F
0) 19x19, F
0) 19x19, F

O N0 ©

0) 19x19, F

MoGo
MoGo
MoGo
Fuego
MoGoTW

MoGo
CrazyStone
CrazyStone

MoGo

MoGo
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Game of Go: the rules

Black plays at the blue circle: the
white group dies (it is removed)

1t©s impossible to kill white (two 2eyes°).

aK 0° rules: we don©t come back to the same situation.

At the end, we count territories
==> plack starts, so +7.5 for white.



First ever win against a pro in
- 9x9, even game
- 19x19, handicap 9




A trivial semeal

Plenty of equivalent
situations!

They are randomly
sampled, with
no generalization.

50% of estimated
win probabillity!
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A trivial semeal

Plenty of equivalent
situations!

® They are randomly
sampled, with
no generalization.
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win probabillity!



It does not work. Why ?

50% of estimated
win probability!

In the first node:
The first simulations give ~ 50%
The next simulations go to 100% or 0%
(depending on the chosen move)
But, then, we switch to another node
(~ 8! x 8! such nodes)



It does not work. Why ?

50% of estimated
win probability!

In the first node:

The first simulations give ~ 50%

The next simulations go to 100% or 0%
(depending on the chosen move)

But, then, we DON®©T switch to another node
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What else ? First Person Shooting
(UCT for partially observable MDP)

Fr d ric Lemoine MIG 11/07/2008
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What else ? Real Time Strategy Game
(multiple actors, partially obs.)

Fr d ric Lemoine MIG 11/07/2008 61



What else ? Sports (continuous control)

Fr d ric Lemoine MIG 11/07/2008 62



AReal® games

Assumption: if a computer understands and guesses spins, then
this robot will be efficient for something else than just games.

(holds true for Go)

Fr d ric Lemoine MIG 11/07/2008 63



AReal® games

Assumption: if a computer understands and guesses spins, then
this robot will be efficient for something else than just games.

VS

Fr d ric Lemoine MIG 11/07/2008 64



What else ? Collaborative sports

Fr d ric Lemoine MIG 11/07/2008
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Essentially asymptotically proved only
Empirically good for
The game of Go
Some other games
Non-linear expensive optimization
Active learning
Not (yet) tested industrially
Understood weaknesses: plenty of very similar nodes!

Next challenge:
Solve these weaknesses
Industrial applications
Partially observable cases : cf Cazenave, Rolet
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Bandits: Lal, Robbins, Auer, Cesa-Bianchi...
UCT: Kocsis, Szepesvari, Coquelin, Munos...
MCTS (Go): Coulom, Chaslot, Fiter, Gelly, Hoock, Silver, Muller,
P rez, Rimmel, Wang...

Tree + DP for industrial applicationl: P ret, Garcia...
Bandits with infinitely many arms:

Audibert, Coulom, Munos, Wang...
Applications far from Go: Rolet,

Teytaud (F), Rimmel, De Mesmay

Links with @macro-actions® ?
Parallelization, mixing with offline
learning, bias...
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Bandits: Lal, Robbins, Auer, Cesa-Bianchi...
UCT: Kocsis, Szepesvari, Coquelin, Munos...
MCTS (Go): Coulom, Chaslot, Fiter, Gelly, Hoock, Silver, Muller,
P rez, Rimmel, Wang...

Tree + DP for industrial applicationl: P ret, Garcia...
Bandits with infinitely many arms:

Audibert, Coulom, Munos, Wang...
Applications far from Go: Rolet,

Teytaud (F), Rimmel, De Mesmay

Links with @macro-actions® ?
Parallelization, mixing with offline
learning, bias...



